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Abstract 
 Recognizing that human capital development is essential to progress and economic success, 
governments around the world are becoming more active in education policy. At the same time, testing 
is playing an increasingly central role in policy implementation. From the point of view of measurement 
specialists, however, test results are often improperly used. Aside from attempting to intervene in 
specific cases, what can the measurement community do improve test use? 
 In this talk, I argue that we must have a more organized and proactive way of responding to proposed 
applications of testing. As a first step, I propose an organizing framework for education policy that 
encompasses both goals and means. I then describe the different roles that tests play and introduce the 
concept of systemic validity as a basis for evaluating education policies with respect to expected 
outcomes and unintended consequences. These ideas are illustrated with some examples and the talk 
ends with some suggestions on how different forms of testing can contribute in new ways to the 
productivity of education systems.  

 
 

Introduction 
Today, I want to talk about testing and education policy.  
This is not a technical or philosophical talk; however, I 
really hope to develop a way of thinking about testing and 
policy and to try to understand why testing is so poorly 
regarded in many education circles even as it is becoming 
more and more important.  So we have a little bit of a 
paradox that I want to discuss and perhaps suggest some 
solutions. 
 
I think that we all understand that education policy is 
becoming much more active; it’s a critical governmental 
focus in many countries.  The term “human capital” is 
often used in the United States. In the future, human 
resources will surpass natural resources in importance.  
Japan, unfortunately, doesn’t have so many natural resources 
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so that it has always regarded human capital as essential to 
its well-being, economic and otherwise. 
 
At the same time, as education policy is becoming more 
central to governmental work, testing is playing a more 
important role in education policy and in practice.  This is 
partly because centrally directed testing is often seen as a 
“quick fix” (American slang: It connotes a rapid solution to 
a problem).  This is because in the end, testing is actually 
relatively inexpensive as compared with other things that 
we have to do to improve education; it is relatively easily 
implemented and could directly influence multiple levels of 
the education system.  Therefore, many governments, in 
the United States and other countries, see testing as a very 
natural instrument of governmental policy. 
 
I think there is a universal desire for the implementation of 
better-designed education policies and for test results to 
play a more supportive and appreciative role.  How can 
we contribute to making this hope a reality? 
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about the technology of testing: How we go about doing 
the testing, and how we can improve it.  We consider 
these as some sort of answer to making testing more 
effective; however, this is only a part of the answer.  What 
I want to argue today is that measurement scientists—I use 
this term to include a very broad range of people, from 
psychometricians to measurement specialists to test 
developers and even curriculum developers—must pay 
more attention to policy and to understanding the different 
roles that tests play in education policy.   
 
I hope that they will use this understanding not only to 
inform the direction of their technical work but also to 
guide their greater involvement in policy issues, which 
scientists typically overlook.  We tend to focus on our 
work and leave policy to others.  But I think education 
policy is now so important and involves so many serious 
technical issues that we can’t afford to leave it to the 
politicians, even though they think they know what they are 
doing. 
 
I want to argue here that too often, the discussions about 
testing and education are very narrowly focused on a 
particular issue—for example, testing for entrance into 
university, for promotion from one grade to another, etc.  
Further, people are really not talking about the same things, 
and so the conversation becomes very confused and doesn’t 
produce many solutions.  I believe we can do better if we 
have a general framework for thinking about policy. We 
can use the framework to understand how testing fits into 
education policy and use that as a basis for a more rational 
approach to improving testing and its contributions to 
education. 
 
What I am going to propose here is just a first iteration.  I 
really would like to hear the opinions of the audience, the 
students and the faculty, regarding this  attempt, which of 
course could certainly be improved. 
 
 

Overview 
I’ll begin my talk with the framework or the structure for 

education policy.  Then, I’ll talk about the roles of testing 
and some of the problems with testing.  I want to propose 
an idea called systemic validity for both testing and 
education policy and how we can use testing to build 
productive capacity in the education system.  I’ll then 
present a few conclusions. 
 
 

Structure- Goals, Strategy, and Means 
The framework or the structure for education policy has 
three main dimensions—Goals, Strategy, and Means. Goals 
are the purposes or targets of the policy; I will discuss each 
of these in detail in a few minutes.  Strategy is the general 
plan for achieving the goals by using different means, and 
Means are the combinations of decisions, activities, and 
resources by which we carry out the policy. 
 
 

Goals –Access, Quality, Equity, and 
Efficiency 
While education policy can have many goals, I would like 
to argue that for most purposes, there are roughly four basic 
goals that we can use to organize our thinking about policy 
goals; Access, Quality, Equity, and Efficiency.  I think in 
most countries, almost all goals can fit one of these four 
vertices pretty well. 
 
 

Access 
The English word “access” means how to enter; so Access 
might mean, for example, governmental targets for students 
entering different education levels or types of institutions.  
Sometimes, the policies of Access are related to expanding 
access, and sometimes, they are related to restricting access.  
So for selective institutions like the University of Tokyo, 
access is usually constrained, and we try to set goals in 
order to identify very high-level students who will be 
admitted to the university.  In other cases, we aim to 
expand the educational opportunities for large groups in the 
population; however, in either case, we are talking about 
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Access. 
 
We might also be talking about targets for alternative 
pathways; for example, adults who have been in the labor 
force and have now either been laid off or their jobs have 
disappeared.  We want them to have access through 
alternative pathways to education, training, or other 
resources that are related to access—such as counseling or 
funding to support individuals to move in the right 
direction. So all of these are aspects of Access; they are 
goals of access from the educational policy perspective. 
 
 

Quality 
There are lots of different ways in which people think about 
Quality.  Here are three kinds of examples.  One would 
be standards for the context of learning; that is, the first 
issue for policy is what are the resources and the setting in 
which education takes place.  So we can talk about teacher 
credentials, the qualifications of the teachers, the school 
conditions, the nature of the buildings and classrooms, etc.  
The class size, the classes, and the availability of resources 
for students and teachers are all aspects of Quality as they 
are related to the context of the work. 
 
We also have standards for the quality of the learning itself, 
the learning outcomes.  They might have to do with, for 
example, the standards that we set for each grade or the 
standards for university graduation, and they might have 
also to do with the targets for the proportions of each 
cohort achieving those standards.  So continuing with the 
example, we might say that to go from junior high school 
to high school, we would like students to achieve a certain 
standard, e.g. 80% of the junior high school students taking 
these exams should achieve the standard.  All this would 
be part of establishing a quality standard or a quality goal 
for education policy. 
 
Another quality goal might be related to the external 
evaluations of the capabilities of the graduates; this implies 
carrying out surveys of employees, asking how well 
university graduates are generally performing in their jobs, 

and asking how much training they need before they are 
able to function effectively within your company.  These 
would be external evaluations of quality and I’ll again 
relate this to a quality goal. 
 
 

Efficiency 
Efficiency has a general meaning, but in education, we 
might say that it has to do with the appropriate allocation 
and use of human and financial resources within and across 
educational levels and sectors.  This means that we want 
to be sure that we’re making the best use of resources since 
resources for education, as for every governmental function, 
are limited.  And we want to make sure that we are not 
wasting them.  For example, if we are investing very 
heavily in hardware and software for computers but are not 
instructing the teachers on how to use this hardware and 
software effectively or are not teaching them how to 
integrate technology creatively into their classes by giving 
low-level instructions, then we are not making efficient use 
of our resources. 
 
So the lack of Efficiency can occur in many ways.  
Another term that we sometimes use is return on 
investment.  In the field of business, return on investment 
means the rate of profit as a function of your capital 
investment.  However, in the education system, it’s 
sometimes not so easy to make these calculations; in fact, 
it’s often extremely difficult.  But we can do it in certain 
indirect ways; for example, we can say that in the United 
States, the current statistics are that overall, only 60% to 
70% of the students who enter the ninth grade (the first 
grade of high school) actually graduate from high school 
within six or seven years.  This would mean a very low 
return on our investments.  So we consider the 
investments on students up to the ninth grade and then 
maybe one or two years into high school.  If the students 
still do not achieve a high school diploma, then we know 
that we’re not getting a very good return on investment 
from the societal point of view as well as in terms of the 
amount of time.  This low return on investment plays out 
in their very poor economic prospects.  In the United 
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States, students or individuals without high school 
diplomas will have much lower chances of landing a job, 
earning a decent wage, etc.  So there is a very poor return 
on investment from both societal and individual points of 
view.  All of these are different examples of what we 
would mean by an efficiency goal or efficiency target 
within an education policy framework 
 
. 

Equity 
Equity means different things to different people, but it 
basically has to do with fairness.  In English, equity has 
the connotation of fairness.  For example, we would argue 
that an important goal for any nation is to make sure that 
the opportunities for access and quality education are fairly 
distributed across all relevant subgroups. 
 
In the United States, children who live in very poor 
neighborhoods or poor districts do not have equal 
opportunities because, typically, the resources that are 
available in the schools that they attend are much lower 
than the resources available to children attending schools in 
middle-class or upper-class districts.  This is because in 
the United States, in most cases, school funding comes 
from the property taxes of the local neighborhood.  So if 
you come from a poor community, you will have a lower 
tax base.  Therefore, there are fewer funds available for 
education.  If you live in a wealthy suburb, the taxes are 
higher, and so more money can be allocated to education.  
So there are very substantial differences in the learning 
opportunities because the available resources differ even 
across districts within the same state. 
 
Further, Equity not only means the fair distribution of 
opportunities but also active efforts to reduce what I would 
call structural inequities.  So differences in financing are 
structural inequities.  Other structural inequities, at least in 
the United States, come from the fact that union contracts 
allow teachers and senior teachers to decide what kinds of 
schools they want to go to.  So senior teachers who maybe 
very good typically do not choose to go to poor schools.  
Therefore, the students who are most in need of the best 

teachers are least likely to get them.  This is a structural 
inequity that has to be dealt with directly. 
 
From a purely logical point of view, I think you could argue 
that Equity is an aspect of Quality.  But it’s such an 
important societal issue in itscultural and political aspects, 
that it deserves its own place as a vertex in our framework.  
Another reason is that if Equity doesn’t get its own space, it 
is often overlooked.  So I argue that it’s very important to 
have Equity as a goal equal to Quality and Access.   
 
 

Strategy 
In preparing this lecture, I have felt that Strategy tends to 
be country specific.  So I’m not going to say much about 
Strategy because I think that it tends to be very much 
conditioned by the political and cultural conditions, which 
of course change over time even in a single country and can 
differ very much across countries.  So in Japan, where you 
have a very centralized system, I think that a lot of the 
strategy really comes from the central government and is 
played out through the different prefectures.  In the United 
States, it’s quite different because under the U.S. 
constitution, education is under the legal purview of the 
states.  The federal government plays a very limited role 
in education.  So, different states have very different ways 
of playing out education strategies.  Another difference is 
that the federal government tries to influence all the states 
to move in a particular direction.  Thus, the whole 
strategic issue and the way in which strategy is developed 
are very contextual, so I don’t want to say too much about 
them here. 
 
 

Means-Funding, Infrastructure, Human 
Capital, and Regulations & Oversight 
Remember that Means are the tools, the decisions, and the 
activities that the government undertakes to achieve the 
goals, either directly or through its actions on other 
stakeholders.  Again, I’m trying to restrict myself and I 
want to talk about four different kinds of Means: Funding, 
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Infrastructure, Human Capital, and Regulations and 
Oversight. 
 
 

Infrastructure and Human Capital 
Infrastructure and Human Capital represent what we would 
typically consider as the basic aspect of governments’ 
investments in education to achieve the goals.  So they 
might be the physical plant—physical plant means the 
buildings and other hard objects and real estate—that is 
dedicated to education.  They also represent the resources, 
textbooks, computers, and other supplies that we need as 
well as the teaching staff.  When I refer to human capital, 
I’m talking about the people who are playing some role 
within the education system, such as teachers, principals, 
school leaders, leaders at the prefecture level, leaders at the 
federal ministry level, and also the private sector.  Both in 
Japan and the United States, the private sector plays an 
important role in education, for example, the juku schools 
and companies such as text publishers, test publishers, and 
curriculum publishers.  So these are all part of what I call 
infrastructure and human capital and are Means to achieve 
goals. 
 
 

Funding 
Of course, all this takes money, and that’s what Funding is 
all about.  Funding itself has a number of different aspects, 
namely, its different sources.  Again, I am not sure about 
how it works in Japan, but in the United States, we have 
multiple sources of funding—the federal government, state 
governments, and local governments.  But above all this 
you have private or philanthropic foundations that invest 
literally billions of dollars a year in education.  So they 
can also have an important influence in terms of funding. 
 
We also have the distribution of funds, and how that plays 
out across different districts and at the school and student 
level within a district.  In the United States, the federal 
government allocates several billion dollars a year, which is 
supposed to be focused primarily, but not entirely, on 

students who are very poor or who attend schools with 
large numbers of poor children.  This funding is called 
“Title One.”  So there is a very specific funding stream 
that directs literally billions of dollars to that particular 
segment of the student population.  This is why it is 
important to know about the funding, its sources, the 
amount, and the distribution. 
 
I think it is equally important to know the time horizon, 
that is, whether the funding commitments are short term or 
long term.  You know that serious improvement in the 
educational systems of the United States and Japan cannot 
be achieved in a year or two.  Educational systems are 
extremely complex.  They have a lot of inertia and don’t 
change easily.  Therefore, if you want to make a change, 
you have to allocate resources over a long period of time.  
Too often, at least from our experience in the United States, 
the commitments are really very politically driven.  I 
mean that when the government changes, the commitments 
are changed and the reform effort becomes considerably 
weaker.  So the time horizon—how far out the 
commitment is—is also a very important aspect of funding. 
 
 

Regulations 
Regulations are like laws, but they are typically more 
bureaucratic and administrative.  When the state 
government or the federal government passes a new law, it 
suggests how things should take place, but the suggestions 
are never specific enough.  As a result, these laws are 
interpreted by the appropriate Department of Education or 
the Ministry of Education. This results in thousands of 
pages of regulations that spell out very specific and detailed 
procedures.  As an example, one issue concerns how each 
component of the system operates.  For example, what do 
we expect from early childhood education, elementary 
education, junior high school, senior high school, etc.?  
What about non-public operators of schools? In the United 
States, many of the preschools are operated not by the 
government or the local school district but by private 
providers.  What are the regulations governing these 
institutions?  Who can provide such education?  What 
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new rules should be passed?  What kind of staff do they 
need to have?  In the United States, of course, we have 
many private schools, some are nonsectarian, nonreligious.  
We have religious private schools and charter schools.  So 
there are many different kinds of schools and a whole body 
of regulations that govern their operation. 
 
We also have regulations that govern the relationships 
among different components and levels.  For example, 
how does a student pass from one level of the education 
system to another?  What kind of coordination is needed 
between the different levels?  Do regulations also govern 
the credentials and requirements of the school staff?  
What kind of qualifications does a teacher need to have?  
Do teachers need to reapply for their certification after so 
many years?  In many states in our country, teachers do 
not receive permanent licenses and have to recertify.  
They need to be more professionally trained.  Every five 
or ten years, they have to take courses in order to qualify 
for their certificates. Principals also have credentialling 
requirements.   
 
 

Oversight 
Then what are the rights and obligations of each 
group—students, parents, teachers, administrators, etc.?  
What are the requirements for the curriculum and for 
assessment?  Will the regulations detail the kind of 
curriculum you must specify for each grade and the level of 
detail, the kinds of tests that should be provided, how those 
tests should be related to the curriculum, etc.?  All of 
these are governed by regulations, and oversight is very 
closely related to regulations.  However, it has a slightly 
different connotation.  It really has to do more with 
monitoring.  In other words, are the different parts of the 
system actually following those regulations, and if not, 
why?  And if they are, are those regulations having the 
desired effect in terms of the Goals of Quality, Access, 
Efficiency, and Equity?  So oversight has to do with how 
we monitor the functioning of the system.  Sometimes, it 
has to do with the determination of accountability, which 
means we have to decide if things are working well, 

whether we should reward some of the individuals within 
the system, and what we should do if things are not 
working well -- Should we fire the teachers, fire the 
principal, force them to change schools—all this is part of 
oversight. 
 
Another very important part of oversight, although it’s 
typically not a formal regulation, is how the results of this 
monitoring and accountability are reported to authorities in 
different levels and to the public at large.  This is because 
oversight has its greatest impact when the results of the 
monitoring are reported to the public in ways that the 
public can understand and react to.  
 
 

The Role of Testing 
As you can see from this discussion, this framework 
doesn’t necessarily call on testing.  So we can establish 
the whole framework of our policy without thinking about 
testing.  In principle, one can imagine a whole system that 
involves absolutely no testing.  This doesn’t really exist in 
too many countries and is probably less likely to exist in 
the future. 
 
While the goals are set by society, the testing is an 
instrument of policy; it is just a means of achieving policy 
and typically operates through regulations and oversight or 
supervision.  The role of testing is to provide tools for 
regulation and oversight, which are in turn means to 
achieve the goals.  So typically, testing is not directly 
related to goals, but is part of a tool system that we use, 
which we have developed in order to develop better means 
for achieving the goals. 
 
 

To achieve the Goal of “Access” 
How does this play out?  Well, we have test results that 
are obviously used for admission to an education program, 
for job selection, or for a professional license.  This is an 
example of using testing as a means to achieve certain 
goals of access.  So for selection, we use testing as a way 
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of screening potential candidates to decide which students 
are most qualified to enter.  In other cases, for example in 
e-learning, we use testing not to exclude students but to put 
them on the right path so that they can take the most 
appropriate course to achieve the required level or a 
combination of their level of achievement and their 
particular goals and targets for education and training. 
 
Test results can also play a role in access because 
sometimes, in the absence of formal credentials, we can use 
test results to allow individuals to demonstrate their 
mastery.  For example, in the United States students can 
sometimes avoid taking some courses if they do well 
enough in a certain test; they can move on to a next-level 
course.  This is another example of how testing can 
influence access.  But again, the test is not the goal.  It is 
simply a means of achieving the goal. 
 
 

To achieve the Goal of “Quality” 
What about quality?  Here things get a little trickier 
because—and I think this is one of the problems for 
testing—we sometimes use the test to define quality.  I 
think when we do this, we tread on dangerous ground 
because we then confuse the test itself with the education 
goal, which become synonyms in the mind of the public.  
Yet, from a theoretical point of view, an education goal 
should never really be defined principally in terms of a test.  
However, , schools often define quality by saying that they 
want 80% of the students to pass the state exam at the end 
of the tenth or eleventh grade.  So we use the test results 
directly to define a quality goal.  The problem, as you will 
see later, is that when the test is not very good, using it to 
define a goal can often lead to educationally unproductive 
situations; in such a case, we’re better off trying to keep a 
distance between test results and education goals.  In fact, 
in America, many test critics often protest that we define 
quality very narrowly in terms of test results, particularly 
because many of the tests are not that good.  According to 
them, education should have a much broader definition.  
I’ll speak a little more about this later. 
 

On the positive side, particularly if the tests are good, test 
results can highlight where quality is lacking and indicate 
possible problems.  For example, we might learn from a 
test that students in a particular school, in a particular 
district, are having trouble with algebra, which becomes a 
signal to the district or school administrator that the quality 
of the teaching in algebra needs to be upgraded or that there 
may be some other issues.  So testing can provide a kind 
of warning light that can be very useful.  
 
 

To achieve the Goal of “Efficiency” 
Through monitoring, tests play a role in efficiency as well 
because they can help us understand the extent to which we 
have achieved certain levels of efficiency within the 
education system.  For example, a national test or 
large-scale national surveys can be used to make 
comparisons of how the system is functioning among 
different districts or region.  In the United States, for 
example, we have a survey called the National Assessment 
of Educational Progress (NAEP), which administers a test 
every two years in reading and mathematics for Grades4 
and 8, as well as in other subjects on an irregular basis. 
This is given to a very large sample of students in every 
state.  So the states use the NAEP results to compare 
themselves with other states and perhaps to make some 
judgments about whether their resources and educational 
investments are being used efficiently.  They do so by 
comparing how their students are performing relative the 
students of other states.  Obviously, since each state has 
its own testing system, we can’t directly make comparisons 
from state to state, but we can do so through the NAEP.   
 
Sometimes, specialized analyses of aggregate test results 
can be used to evaluate the contributions of individual units, 
like districts, schools, and teachers.  That is, we can use 
the test results of groups of students within a classroom, 
within a school, or within a district to learn something 
about the effectiveness of that unit.  It’s not a simple issue, 
but it still is a potential use of test results that play a role in 
monitoring the system. 
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Further, we have international surveys like TIMSS or PISA 
that can provide inter-country comparisons.  Apparently, 
in the last PISA results, both the United States and Japan 
didn’t do so well. There is a great deal of discussion about 
how each country will improve its performance in 
comparison to other countries. 
 
So I think testing can play the sort of warning role that may 
suggest that you are very happy with what you see 
internally by making internal comparisons.  But now all of 
sudden, you find that compared with Finland or Singapore 
or South Korea, you’re not doing so well. 
 
 

To achieve the Goal of “Equity” 
Finally, test results can also monitor equity.  For example, 
if we see continuing systematic differences in levels of 
accomplishment between students from very rural 
communities and those from suburban or urban 
communities, then we see that there is an equity problem.  
Test results can therefore help us monitor lack of equity, 
and sometimes supplementary testing can be used to 
provide support to needy students to try to improve equity.  
So testing can play a very constructive role in moving 
towards this goal of equity. 
 
 

Problems with Testing 
The question we have to ask here is that if testing can play 
so many important roles in education policy, why is it so 
widely criticized?  There are a couple of answers.   
 
 

Answer (1) The quality and suitability 
of the tests 
The first answer, which I have already suggested a few 
minutes ago, is the success of the testing in carrying out its 
roles.  Again, the role is a means to achieving the goals; 
it’s success depends on the quality and the suitability of the 
test for those goals, which are often inadequate for the 

intended purposes.  We know that many of the tests that 
we are using are not very good.  This may be so because 
they’ve not been very professionally developed, or that 
they’ve been professionally developed but -- because of 
economic constraints -- they test very simple material 
rather than the more complex material.  So students or 
teachers can play games more easily with these test results.  
Students can take the test and do well in it, but they are not 
in fact progressing educationally.  So that’s the first 
answer:  Part of the problem is the quality of the tests 
themselves. 
 
 

Answer (2) Campbell’s Law 
The second answer is something that we call Campbell’s 
Law.  Dr. Donald Campbell was a very famous social 
scientist in the United States.  His law is as follows: “The 
more that any quantitative social indicator is used for social 
decision-making, the more subject it will be to corruption 
pressures, and the more apt it will be to distort and corrupt 
the social processes it is intended to monitor.”   
 
Campbell was saying that for any quantitative indicator 
(something that can tell us how a system is working, 
whether it’s an education system or business), the more 
power it has (e.g. the higher the consequences attached to 
its results, then it will be subjected to more 
pressures—what we call corruption pressures—by people 
trying to fool the system. That is, they want to do well with 
respect to the indicator, but who are actually not doing well 
with respect to the process that the indicator is trying to 
track. 
 
Let me give you an example from the business world. If we 
judge the management team of a business in terms of the 
company’s stock price, then we know that the management 
team can manipulate the stock price in different ways to 
make it appear as if the business is doing very well, even if 
this not exactly true.  Both the United States and Japan 
may have a similar system.  In the United States, we had 
the Enron crisis, the WorldCom crisis, the Tyco case.  So 
the social indicator, which in this case is an economic 
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indicator (stock price), was subject to corruption because so 
much depended on it.   
 
Well, it’s not too hard to apply it to the education system.  
If the success of the principal and the teachers depends on 
how well the students do on the test, then certainly the hope 
is that the principals and the teachers will work hard to 
teach the children.  But sometimes, they find shortcuts by 
which they can improve the test scores of the students 
directly, without necessarily educating them; this is a type 
of corruption.  Campbell says that this should not be seen 
as an unusual event.  He argues that this is a natural part 
of the way in which social and political systems work. 
 
 

The risk of High-stakes testing 
- Narrowing of the curriculum 
So just to be more specific, when we talk about high-stakes 
testing—tests that have important consequences for the 
students, teachers, or the principal, we get a narrowing of 
the curriculum.  That is, people are focusing just on what 
is being tested, and not necessarily on the whole curriculum.  
And again, if the test is not a very good test—if it contains, 
for example, just certain multiple-choice questions that 
focus on certain aspects of the curriculum—then school 
systems will tend to focus only on those aspects that are 
tested even though other aspects may be equal or even 
more important but difficult to test.  An obvious example 
is that it’s easy to test for factual information and simple 
logical skills, but much harder to test for creativity, 
problem-solving, etc.  Further, tests that are devised to 
draw that kind of information are very expensive.  So if 
we have economic constraints, as we usually do, they tend 
to drive out the more complex kinds of tasks.  Hence, we 
end up with tests that lead to a narrowing of the curriculum. 
 
 

- Inequitable allocation of teacher 
resources 
We can also have inequitable allocation of teacher 
resources.  What we’re seeing now in the United States 

with this new accountability law, which focuses on the 
number of children in a particular grade or a particular 
class that are moving above a certain level, is that many 
teachers are focusing all their energy on the children just 
below the required level because they are the ones most 
likely to benefit from intensive instruction to move to the 
next level.  Why should we bother about students who are 
very good?  They are already above the level, and students 
who are too far behind can never catch up, so why bother?  
An unproductive, inequitable allocation of teacher 
resources is the result, and many studies have shown that 
this is actually happening. 
 
 

- Unfair treatment of students 
It may also result in unfair treatment of students.  If 
schools and school principals are held accountable for the 
proportion of students who meet a certain standard, 
sometimes students are encouraged to leave school or, 
because many of them have discipline problems, are 
suspended just before the testing takes place.  Since they 
are not in school, the statistics of the school are improved.  
We would not call these as educationally productive 
actions. 
 
 

- Widespread cheating 
Finally, it leads to cheating either by the students or by the 
teachers.  These are just different examples of Campbell’s 
Law playing out in the real world of school accountability. 
 
 

Answer (3) Poor test quality causes 
more serious problems 
My answer number three is really a combination of one and 
two, which are already described.  It mainly states that if 
Campbell’s Law says that many of the problems of 
testing—in fact, maybe most of the problems of 
testing—are inherent or unavoidable because of its roles 
with respect to regulations and oversight, then poor test 
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quality, in a particular context, makes it more likely that the 
consequences of Campbell’s Law will occur.  In other 
words, I’m saying that although Campbell’s Law is pretty 
well shown to operate in most social contexts, the better the 
test, the less likely it is for those taking the test to engage in 
corruption. 
 
For example, if you want to become a pilot of a plane, you 
have two kinds of tests—a written test and a flying test.  
You can have some pretty good written tests, but maybe it’s 
possible to pass the test by studying in a certain way 
without really knowing the material.  However, there is 
only one way of succeeding in flying a plane—you have to 
fly the plane, and if you don’t, the consequences are very 
grave for you and whoever else is in the plane with you.  
So the authentic tests, the tests that are very close to what 
you’re really trying to do educationally or in the training 
session, are  harder to manipulate.  It’s harder to corrupt 
such an indicator because it’s so close to what you’re 
actually doing.   
 
In fact, one of the sayings that’s quite popular now in the 
United States is “Let’s build tests that are worth teaching 
to.”  In other words, “Let’s build tests that are so good, so 
clearly articulated with our education goals, that teaching 
students how to pass them is, in fact, teaching them the 
curriculum”.  The greater the distance between the test 
and the curriculum, the more likely it is for the predictions 
of Campbell’s Law to come true.  I think that a lot of the 
criticisms of testing in society have to do with Campbell’s 
Law.  People are reacting to the operation of Campbell’s 
Law in a context where the tests are really not as good as 
they should be and where, in particular, we’re defining 
education goals in terms of the test and putting too much 
pressure on the system to produce certain kinds of results, 
sometimes without the appropriate capacity. 
 
 

Systemic Validity 
So what’s the answer?  Well, there’s no simple answer, but 
I’d like to propose here that we think about something that 
I and others call “Systemic Validity.”  Systemic, which is 

an adjective, means having to do with the system, and 
validity means that it is valuable and appropriate for the 
system.  I’m going to define this in more detail on the next 
slide. 
 
If we’re going to strengthen and improve the contributions 
of testing to achieving goals, there are roughly two 
directions that we can take.  One is a “top-down 
approach”, using the idea of systemic validity in the way in 
which we implement education policy and the way in 
which we play out the means of accomplishing it.  We use 
testing to accomplish the goals, and I’ll say something 
about that.  The second suggestion is more of a 
“bottom-up approach”, using testing to enhance the 
infrastructure, which involves building the system’s 
capacity to do better and to achieve the goals.  I think both 
of these are viable directions; in fact, in order to take the 
best advantage of testing in an education system, I think we 
need to use both the top-down and bottom-up approaches. 
 
Anil Kanjee, a researcher in South Africa, and I gave the 
following definition in a paper that we wrote: “Assessment 
practices are systematically valid if they generate useful 
information that supports the improvement in one or more 
aspects of Access, Quality, Equity and Efficiency without 
causing undue deterioration in other aspects or levels.”  
What we’re trying to get at here is that too often when we 
develop policies, we focus on one of the goals and say that 
this policy will improve this goal.  But we either ignore or 
overlook the fact that by improving this goal, we may in 
fact be creating another problem with respect to another 
goal that’s even more serious.  So overall, we’re not 
making any improvement.   
 
Let me give you some examples. In the United States, there 
has been a move, probably from the last 15 years, to reduce 
class size.  That is, we’re saying our classes are too big; 
25–30 students in a class is too many and it would be better 
to reduce class size to a level of maybe 20 students per 
teacher.  There is some research to show that this is 
reasonable.  So sometime in the mid- or late-90s in 
California, they said, “Yes, we’re going to improve our 
system, so we’re going to issue regulations that say that in 
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the elementary grades, no class can have more than 20 
students.”  This sounded good.  But then, they had to 
think about how they would actually implement this law.  
First, they needed many more classrooms, but there was not 
enough money for those classrooms.  So they brought in 
what were called trailers, which were parked in the 
playgrounds.  Extra classrooms could actually be made in 
these trailers, which, of course, was not an ideal setting.  
Then there was another problem—where would they get all 
the teachers?  Well, it turned out there were not enough 
qualified teachers.  For example, if they increased the 
number of classes by 35%, they needed 35% more teachers, 
which didn’t exist.  They then had to allow unqualified or 
uncertified teachers or bring about what they called 
emergency certification; as a result, the teacher quality 
decreased.  So we can ask whether we are really better off 
having smaller classes but with more students being taught 
by unqualified teachers.  We have to ask whether this law, 
which sounds very nice, was able to accomplish its goal, 
which is quality education—that students are learning more 
and in greater depth to prepare themselves to move to the 
next level.  I think the answer is probably no. 
 
There is another aspect explained by another example in 
the 80s in New York City.  New York City has its own 
college systems, called City University of New York, which 
has both four-year colleges and two-year colleges.  Many 
years ago, this was actually a very high-quality system.  
They had very stringent entrance requirements, very good 
faculty, and in fact graduated many Nobel Prize winners. 
But around the 80s or 90s, different immigrant groups came 
into New York City—particularly from Mexico and 
Spanish-speaking countries in Latin America—who were 
having much trouble with the English language and weren’t 
able to meet the entrance requirements. 
 
Since everyone pays taxes to the system, there was political 
pressure for everybody to have access to the system.  So 
they changed the system and said, “We’re going to have 
open admissions, so anyone who has a high school diploma 
can enter the system.”  Unfortunately, in the United States, 
having a high school diploma is no guarantee of your 
readiness for tertiary education. So they have this enormous 

influx of students with access, but the quality and 
efficiency decreased because more and more of the 
university system’s resources were being devoted to 
providing remedial courses on elementary reading, writing, 
and arithmetic to students who were nominally in college.  
This led to what I would call a lack of systemic validity by 
trying to focus on or by focusing on a single 
goal—access—and ignoring how all this would play out 
with respect to other goals.  We ended up with something 
that turned out to be educationally unproductive, not only 
for the system as a whole but for the students themselves, 
because the students who were ready for college were not 
really benefiting from it.  The system has now gone back 
to a more selective access policy, but for a long time, it had 
almost destroyed the university. 
 
 

Systemic Validity (Extended) 
So our argument is that we’re now talking about having 
more general education policies, and I think we can use the 
same idea.  Education policies are systematically valid if 
they result in decisions and actions that lead to progress for 
one or more of these intended goals—access, quality, equity, 
and efficiency—without causing regression with respect to 
other goals.  So this requires us to say, “always have a 
broader view, even if your intended policy is focusing on a 
particular goal.”  Think about how this is going to play 
out with respect to your other goals.  Make sure that your 
system has the capacity to achieve this goal without 
causing regression in other goals. 
 
As I said, people have used the term “systemic validity” in 
a number of different directions, but typically more in a 
pure testing setting.  Heyneman(1987), Heyneman and 
Ransom(1990), and Frederiksen and Collins(1989) have all 
have used this term with respect to testing, particularly with 
what they call the “backwash effects” of a test.  That is, if 
you have a very good test, then it can be systemically valid 
in the sense that it can encourage teachers to teach to a 
higher level in order to meet the test requirements.  This 
would be a positive backwash effect and would therefore, 
in some sense, contribute to or be an example of systemic 
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validity. 
 
Another related concept is due to Samuel Messick(1989), 
my late colleague at ETS, who developed the criterion of 
“consequential validly”.  According to him, when we 
think about the validity of a test, we don’t have to restrict 
ourselves to construct validity, which is the theoretical or 
empirical justification for the test -- we have to also think 
about how the test is played out and how it is used in 
society.  Consequential validity is how the test results are 
interpreted and the consequences for individual institutions.  
He argued that it should be part of the overall framework 
for test validity and it is clearly closely related to the idea 
of systemic validity. 
 
 

How can we enhance Systemic 
Validity? 
So how do we enhance systemic validity?  How do we 
move toward it from the point of view of testing?  Well, 
the two most obvious ways are to improve our test design; 
that is, pay more attention to the quality of the test.  This 
is based on my previous argument that many of the 
corrupting influences that Campbell’s Law predicts come 
from the fact that our tests are not really as good and as 
appropriate as they need to be.  We also need to follow 
proper test use guidelines that say, for example, that we 
should never use a single test to make high-stakes decisions 
about students or teachers.  You should always use a 
broader range of information, although in fact we too often 
use just a single test.  Of course, we’re therefore putting 
too much pressure on that test, which leads to pressure to 
corrupt that indicator. 
 
Also, my third point says that there ought to be more 
realistic scenarios of planning, and that before we actually 
develop these laws and regulations, we really ought to 
think about how they’re going to play out over time, given 
realistic expectations of the capacity of the system.  So 
going back to the example in California, it probably 
wouldn’t have taken a lot of thought for people to realize 
that if the number of classes is going to increase by a third, 

then they would  need a third more space and a third more 
teachers.  Where would all this come from?  But 
somehow, incredibly, nobody seems to have thought this 
through! 
 
 

Test Design 
Now what about test design?  What I have here is a kind 
of a schematic of the influences of test design.  This was 
meant to try to show you how notions of systemic validity 
can influence design.  So we have typically substantive 
considerations like subject matter, etc. and practical 
constraints, such as the cost of the tests, the way in which 
they’re going to be administered, etc.  All of these 
influence design.  Psychometric considerations of validity, 
reliability, etc. influence the design and cost-benefit 
analysis, of course. 
 
At the same time, it is clear that the test design should be 
influenced by the use of the test.  In fact, some people 
argue that test design should be a process that works 
backward, from the use to the design.  But we talk about 
test standards and systemic validity only when we think 
about test uses.  So I think that if we are more serious 
about thinking through systemic validity with respect to the 
different uses of tests, it will eventually influence test 
design in the same way that psychometric consideration 
now do. 
 
 

Example: Testing for Accountability 
Let’s talk about an example.  Again, if we’re testing for 
accountability where we’re going to use the test results to 
evaluate districts or schools or teachers, the question 
is—Are they doing a satisfactory or competent job in 
education with the evaluation leading to a wide range of 
consequences from rewards to sanctions, punishments, or 
dismissal?   
 
The simple-minded rationale for this is that high-stakes 
testing will stimulate people to work harder.  It will also 
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cause a productive reallocation of the existing resources.  
In other words, the governments are saying, “Look, the 
education system is very inefficient.  We’re spending 
money and we’re not getting very much for it because 
people are really not paying attention to what’s important.”  
So if we introduce high-stakes testing, it will be a means to 
achieve equality because what’s going to happen is that 
people are going to realize that we’re really very serious 
and that we’re really watching what they’re doing, and they 
are going to then reallocate their efforts in a more 
productive way.  That’s what, in policy, is called the 
theory of action.  How is high-stakes testing going to 
actually improve things? 
 
What we’re going to be talking about therefore is test 
quality and construct validity.  Construct validity involves 
checking the theoretical basis for saying that this test will 
accomplish its targets.  For example, being able to identify 
who has mastered this or who hasn’t.  The two threats to 
construct validity are construct under representation—when 
the test is narrower than the curriculum—and 
construct-irrelevant variance—if there are sources of noise 
in the testing system that are irrelevant to what you are 
trying to test.  For example, we use the term “standardized 
testing” because the original meaning of standardized 
testing is that tests are given under standard conditions, that 
is, everybody takes a test under the same kinds of 
conditions and with the same amount of time.  This is a 
fairness issue so that differences in the way tests are 
administered do not contribute to the variance in the results.  
We want the variance in the results to reflect mostly 
variance in the construct, as opposed to variance in the 
difference of the means of testing. 
 
We also have to ask questions about the administration.  
Are we going to use multiple forms?  If you use the same 
test repeatedly, and it’s a high-stakes test, then people are 
going to memorize the items; they’re going to pass them.  
This is what we have found with high-stakes tests all over 
the world—no item is secure.  Therefore, as long as we’re 
going to make decisions on a single test, we’re going to 
have this kind of a problem.  If you’re using multiple test 
forms, are they equated properly?  If they are not equated 

properly, then we have a fairness problem because some 
students taking one form will be disadvantaged relative to 
other students taking another form.  And also of course, 
with administration protocols that permit various kinds of  
accommodations, psychometric questions about 
comparability arise. 
 
So when we talk about test use in  context, we’re asking 
about whether this is going to be the sole basis for 
evaluation.  To the extent that the test is carrying the 
burden of accountability, Campbell’s Law is going to play 
itself out. 
 
What are the standards for the evaluation?  How are we 
going to make judgments about the individuals on the basis 
of the test?  Is there any appreciation for the fact that any 
test result is subject to uncertainty, and how do we take that 
into account?  And finally, what’s the relationship of this 
test result with the larger accountability system?  All of 
these things have to be thought through in systemic 
validity. 
 
 

Perspective of Systemic Validity 
What I’m arguing here is that from the policy point of view, 
from a top-down perspective, if we are proposing an 
accountability system that involves testing, we need to be 
more specific about the theory of action.  For example, 
how will this system accomplish its goals?  What is the 
empirical evidence to support this theory of action, and is 
there empirical evidence to the contrary? 
 
Let me give you an example.  One of the continuing 
controversies in public education in the United States is 
whether we should hold students back if they don’t do well 
in a particular grade.  For example, tests are given at the 
end of Grade 4, and if the students don’t meet a certain 
standard, they must repeat the grade. 
 
In many states, we have what’s called social promotion; 
that is, even if students don’t meet the standard, they can 
move ahead to Grade 5.  But in our current accountability 
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system, many school districts are implementing these more 
rigorous standards for evaluation, and they’re saying, “No, 
if the students don’t meet a certain standard, they must 
repeat the grade.” 
 
But the research shows that having students repeat the 
grade doesn’t help; they don’t do better, they just fall 
behind.  Then in later grades, they are encouraged to just 
drop out.  So if you have a 16-year-old child who is 
studying in the ninth grade and has failed two or three 
times, he is quite likely to drop out of school altogether. 
 
Perhaps, in principle or in theory, some would argue that 
this is a good thing.  A student who doesn’t meet the 
standard should have another chance to achieve it, but if the 
empirical evidence says it’s not working, then that is or 
should be a stimulant to say, “Well, what’s the alternative?”  
Maybe the alternative is, “Let’s pass him on to the fifth 
grade, but let’s give him extra instruction time and special 
tutoring so that he has an opportunity to catch up while he 
continues to move along with his age cohort.”  Maybe this 
would be a better strategy than promoting such students 
without any extra support or holding them back and 
creating other problems. 
 
While it involves more work, it seems sensible to me 
because I think that without these kinds of systemic 
thinking, we end up with very poor efficiency in the system 
one way or another. So for systemic validity, I think we 
need to develop our plausible alternative scenarios, 
incorporating both the positive and negative unintended 
consequences and talking about the probabilities and costs 
associated with those unintended consequences. 
 
This is well established in the business world.  The Shell 
Oil Company is one of the pioneers in this sort of scenario 
planning and, to my mind, there is no reason why we 
shouldn’t be applying this in general social policy and 
education policy.  In fact, I would argue that we don’t 
need very sophisticated policy analyses or scenario 
analyses in order to see problems with some of the very 
simple suggestions that come up in the education debates in 
the political circles -- at least in the United States. 

 
 I would like to see a more interactive policy design, now 
focusing on policies that involve testing.  As we play out 
the different scenarios, we recognize that our initial idea 
was not so good, and then we refine that initial plan, which 
is not just a test itself but the system in which the test is 
embedded.  This is in order to mitigate or make small 
some of those negative unintended consequences and 
improve the probability of getting what we expect.  These 
design modifications could include improving the construct 
validity.  We could say that given the immense importance 
of this test, we really need to spend more money, get more 
open-ended items, and get a broader test; otherwise, we’re 
going to end up with educationally unproductive activities.  
We have evidence that this happens over and over again.  
We may need to have more than one test to support the 
evaluation.  We need to set realistic standards; by this I 
mean that if we are setting very unrealistic standards, and if 
the people in the system recognize that they don’t have the 
capacity to meet those standards and are yet going to be 
held accountable, then they will find other ways to get 
around the system. 
 
We want to make sure, both substantively and from the 
point of view of appearance, that what we have is a fair 
system.  So if we’re setting standards and are using the 
test in a way that appears to be unfair, then we are going to 
harm the systemic validity.  We want to make sure that 
we’re also thinking about the appropriate allocation of 
resources.  If we’re introducing a new curriculum, new 
tests, and new standards for those tests, but are unwilling to 
invest in preparing the teachers to teach the new curriculum, 
then we’re going to have problems.  So the lack of 
allocation of resources has to be thought through in 
advance, not after it has had its effects. 
 
Often, particularly when we’re talking about radical 
changes in policy, we need to think about phasing it in,  
rather than making it all happen in one year.  We may 
need to phase it out over a period of years so that the 
system can adjust appropriately.  Trying to do things too 
quickly in very complex systems often leads to negative, 
unintended consequences. 
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I think these are just examples of how systemic thinking 
can help us develop more productive and more intelligent 
policies.  I have to say that at least in the United States, 
many of the policies that we’ve been working with lately 
have not really been subject to good systemic validity 
thinking.  Therefore, we are getting many negative, 
unintended consequences from them. 
 
As I said earlier, this is looking at systemic validity as a 
top-down approach.  In other words, this is something that 
comes from the policy level down through the system.  
When policy makers use tests to achieve their goals, then in 
my view, systemic thinking needs to take place so that we 
can make the best use of the test.  If we don’t do this, we 
shouldn’t be surprised if testing becomes a very unpopular 
part of the system and actually becomes a basis for 
attacking the whole education system. 
 
 

Building Productive Capacity 
I think there is also a more constructive way to use testing: 
to build productive capacity, that is, to build the capacity of 
the system to achieve positive education goals.  Data from 
the monitoring test can be used to build system capacity so 
that individuals and units—whether it’s an individual 
teacher or a school that needs training and support—can 
make good use of this data, and the quality of that data will 
therefore affect its usefulness.  I believe that to build 
capacity, you must invest in capacity.  Testing is actually a 
very cheap way of becoming productive—of moving 
toward productive capacity. 
 
Let me give you some examples.  Many schools in the 
United States are engaging in what we call “data-driven” 
decision-making, where they are using data from their state 
tests to identify weaknesses—either at the classroom level 
or by subject—and then to allocate their resources and 
attention to those areas.  So if a school teacher or school 
principal sees that her children in the elementary grades are 
not doing very well in reading, then she knows that she has 
to allocate more resources to improve the quality of 

teaching of reading.  In those early grades, they need to do 
more monitoring of students and identify students who are 
having problems.  These can be health problems, need for 
eyeglasses, etc.  In poor districts in the United States, 
many of the children’s learning problems often come from 
lack of access to proper healthcare.  They don’t have good 
nutrition, etc., and they may have also various kinds of 
disabilities that haven’t been identified.  So there are 
many potential causes of this problem.  But without the 
test results, the school principal often doesn’t know that 
these problems exist until it’s too late.  So this is a kind of 
simple example of how we can use tests to build productive 
capacity within the system. 
 
Also, as I had said earlier, many school districts are using 
state accountability test data to identify teachers that appear 
less effective and to provide them with professional 
development to improve their quality.  This is another 
example of productive capacity.  As another example, the 
TIMSS—which is the international survey for mathematics 
and science assessment—often includes not only the tests 
themselves but very extensive pedagogical surveys, which 
look at the ways in which these subjects—mathematics and 
science—are taught in different countries. 
 
Many countries are using the very rich database of the 
TIMSS—not just the results themselves but the database 
around the pedagogy, curriculum, and instruction—to 
rethink their own approaches and to suggest, for example, 
that they need to train teachers in a new way.  Sometimes 
in the United States, we often hear that in Japan, 
mathematics is usually taught in a more conceptual way, 
and that while the number of topics that are covered here is 
much smaller than that covered in America, the topics are 
covered in more depth and students get a deeper 
understanding.  I don’t know if this is true, but this is what 
American researchers are saying, and they are trying to use 
that research to influence the teaching of mathematics in 
America. 
 
Developing countries, countries in Africa or Latin America, 
are using the TIMSS resources to reform their own 
curriculums.  That is, they are using the TIMSS 
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assessments, the scoring guides or the open-ended 
assessments, to help them think through the changes in 
their own curriculums and in the way their teachers are 
being trained.  In fact, they are also disseminating 
assessment results through their teachers or training 
institutes so that over time, the teachers will begin to move 
toward teaching to an “international standard” rather than a 
local standard.  . 
 
 

Formative Assessment/ Assessment 
for Learning 
What’s nice about these examples is that these resources 
are already there; that is, the amount of additional 
investment that a country needs—whether it’s a developed 
country like the United States or a developing country like 
South Africa—is relatively small relative to the investment 
that’s already been made in this international survey.  So 
it’s a very cost-effective way of building capacity.  So I 
think that testing can also be used to build productive 
capacity through this bottom-up approach rather than a 
top-down one.  In fact, the most powerful way is through 
what we call “Formative Assessment” or “Assessment for 
Learning.”  
 
Assessment for learning is any assessment whose first 
priority in its design and practice is to serve the purpose of 
promoting pupils’ learning.  That is, it’s not to hold 
students accountable or to give them a grade, but to help 
them understand their strengths and weaknesses. An 
assessment activity can help learning if it provides 
information that teachers and pupils can use as feedback in 
assessing themselves and each other.  Such assessment 
becomes formative assessment when the evidence is 
actually used to adapt the teaching work to meet the 
learning needs.  This comes from a 2002 book by Black 
and William called “Inside the Black Box.” 
The idea is that instead of thinking of assessment simply as 
a regulatory tool or as an oversight tool, it should be 
regarded as a more integral part of instruction.  While 
teachers always test their students as a matter of course, it’s 
often done in a very informal way, and it’s not always clear 

how the teachers use the assessment results to adapt their 
teaching practices.  The idea behind formative assessment 
is that it does not actually become more formal, but the use 
of assessment data becomes an integral part of the way in 
which the teacher adapts his or her approach, either to the 
class as a whole or to individual students.  Formative 
assessment becomes a day-to-day monitoring activity 
within the classroom.  What’s very interesting is that there 
have been a number of research studies both in the United 
States and in England where it’s been shown that with 
strong formative assessment, you can have a substantial 
impact on student learning with effect sizes as much as 0.5 
or more.  That is, when we compare classes in which 
teachers have been trained to use formative assessment and 
to use it effectively, then often, their students can improve 
by half a standard deviation or more relative to comparable 
students and schools where the teachers are not using 
formative assessment in this more integrated fashion.. 
 
But to achieve that kind of effect size—and 0.5 is certainly 
very substantial in education—requires considerable 
investment in teacher development over two to three years.  
Teachers need time to become more comfortable with this 
and they need training to look at student material.  It may 
be hard to believe, but at least in the United States, teachers 
are not taught very much about testing.  If they take a 
course on testing, it’s about how to interpret test results.  
They are not given courses on how to design tests or how 
to interpret test results in a way that really influences their 
instruction in a meaningful way; and that, in effect, is what 
formative assessment training is all about.  It’s really 
giving teachers the kind of professional development that 
they should have had during their initial training. 
Unfortunately, in the United States, they don’t get such 
training. 
 
Formative assessment can contribute to achieving the goals 
of quality and efficiency by improving both teachers’ 
knowledge and skills.  It does so by helping the teacher to 
regulate the learning environment, by which I mean that 
she is able to differentiate among students in terms of their 
needs and to adjust instruction appropriately.  It increases 
student engagement because by doing this, you are 
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identifying and helping the students who need that help the 
most; therefore, it eventually enhances their understanding.  
That’s why it is possible to get effect sizes of around 0.5 
from properly implemented formative assessment. 
 
 

Conclusion 
In conclusion, we all know that the education system in a 
country like Japan or the United States is a very complex, 
multi-faceted enterprise and has strong traditions.  It’s 
hard to change.  It’s also influenced by many different 
political and professional interests—by teacher unions or 
principal unions, politicians who are trying to make 
statements, businesses, etc.  Real lasting change is very 
difficult to achieve.  While testing has usually played an 
important role in regulation and oversight, I think that it 
can do much more.  By this creative infusion of testing 
into the learning process, I think we can substantially 
enhance quality and efficiency, and by rigorous application 
of systemic validity, I think we can improve the policy uses 
of testing.  We really need a better balance between 
assessment for learning, which involves more formative 
approaches, and assessment of learning, which involves 
more summative assessment for accountability. 
 
Right now, there is an imbalance in most countries.  That 
is, we’re doing most of our testing as assessment of 
learning for regulation and oversight.  There’s relatively 
little assessment for learning, and what’s being done is not 
being done very well.  We need to allocate more resources 
to strengthening assessment for learning, and we need to 
start today.  I think this is an area in which technology can 
play an important role in supporting both teacher 
professional development and formative assessments. For 
example, web-based delivery can offer students immediate 
and continuous access to formative or diagnostic 
assessments in order to accelerate their learning in an 
individualized way. 
 
To realize these possibilities, we need more disciplined 
approaches to the formulation of education policies. This 
can be achieved through careful consideration of systemic 

validity and return on investment.  We can do a lot more 
through creative use of existing resources. A good example 
is the resources that exist around the large international 
surveys, which are sadly underutilized.  Further, more 
involvement of measurement specialists in the political 
process is needed.  As scientists, we tend to avoid political 
issues because we think that they’re really somebody else’s 
job.  Though of course in this and other countries, 
scientists—in this case measurement scientists—are 
sometimes called in to provide advice on the political 
process.  But often, they are called in simply to affirm or 
confirm what the politicians or the policy makers have 
already decided.  I think we need to become more 
involved in those political processes because those 
processes or policy-making activities often do more to 
shape the role of testing than what we do in our classrooms 
and research laboratories.  Unless we play a more active 
role, the issues of systemic validity and productive capacity 
are not going to get the attention that they deserve and that 
the education system needs.  As a result, we will continue 
to invest resources unproductively and will always be 
complaining about lagging behind. 
 
Thank you very much. 
 
 

Questions & Answers 
 
Q1: Could you give us a very good working example of 
“assessment for learning”? 
 
A1: There are lots of examples in a particular area.  For 
example, in mathematics, people like Black and Wiliam are 
working on a set of questions that are designed to pinpoint 
where someone is.  Let me give you an example.  There 
is a computer-based system for mathematics assessment 
called ALEKS (http://www.k12.aleks.com/).  It was 
developed by a cognitive scientist Jean-Claude Falmagne, 
who is at UC Irvine.  It’s a very sophisticated, 
well-developed test system.  It’s an adaptive test that 
covers the content from algebra to pre-calculus.  It yields 
a profile of that student in terms of strengths and 
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weaknesses.  On that basis, a student entering a class 
meets a teacher who understands very clearly where he or 
she needs some extra help.  No grades are given, and it 
doesn’t play a role in the student’s promotion to the next 
year.  It’s really a way of informing the students and 
teachers about how to allocate their effors.  So this would 
be a real-world example of assessment for learning. 
 
 
Q2: Are the diagnostic functions included in those 
assessments? 
 
A2: Yes. Dylan Wiliam is one of the leaders in this area.  
He joined ETS about three years ago and likes to make a 
distinction between diagnostic and formative, and it’s a 
subtle distinction.  But he would say diagnostic tests are 
not informative unless the teacher knows how to use the 
results productively to address the problem areas.  So you 
can have a wonderful diagnosis, but if nobody does 
anything with it, it’s not formative assessment.  It’s similar 
to a doctor doing a large set of medical tests.  He may get 
a very good diagnosis, but if he doesn’t treat the patient 
then he hasn’t helped him.  Of course, we would like to 
think that any diagnostic tests produce results, which then 
get used. 
 
 
Q3: Do you think that we can use a large-scale test that 
students all over the country will take as a diagnostic test? 
 
A3: That’s a good question.  There’s an ongoing debate 
about that.  I think most people believe that large-scale 
tests that are primarily designed for “summative 
assessment”, or “assessment of learning”, cannot function 
equally well in “assessment for learning”.  This, of course, 
is part of the problem, and I’ve given you the example of 
ALEKS, which is not a large-scale test and is adaptive.  
So the item sequence is adjusted according to students’ 
requirements..  It’s very hard for one single broad 
assessment to provide useful formative information for all 
students, and it’s usually not part of the design.  We 
sometimes try to do the best we can; for example, there are 
large-scale assessments in mathematics with different 

subscales.  For example, in middle school 
mathematics—where you might be doing numbers and 
operations, measurements, data analysis, or geometry—you 
could have several subscales.  Some people argue that 
providing results at the subscale level can help make such a 
summative assessment if not formative, then at least 
diagnostic.  The problem is that typically, the results of 
these different scales are not very reliable and highly 
correlated, once you make an adjustment for the 
unreliability of the measures. It is not clear how much 
distinct useful information is being provided by the 
different scales. 
 
Let me give you an example.  The SAT, the Scholastic 
Achievement Test of the College Board, is one of the major 
college entrance exams (built by ETS) in the United States.  
Until a few years ago, the SAT score report would simply 
give you’re the score in verbal reasoning, the score in 
mathematical reasoning, as well as the corresponding 
percentiles.  But now it also provides a diagnostic profile 
based on a version of the rule-space model.  But there is a 
lot of criticism Because the  SAT is designed to measure 
individuals’ verbal reasoning or mathematical reasoning, 
each along a unidimensional scale. There is a limit to the 
amount of divergent information it can hold about 
subscales or deviations from the unidimensional model I 
think there is actually some useful information that’s 
coming out of the rule-space model, and I encouraged the 
College Board to move in this direction as an interim 
measure until we could get better diagnostic assessments.  
But I certainly admit that no fixed large-scale assessment 
can really function equally well as a formative assessment 
because the design principles are so different. 
 
If you want to do formative assessment, you are going to 
have to approach it from a different perspective.  If you 
think about designing from the end back to the beginning, 
you have to ask yourself these questions:  What are my 
goals for this assessment?  What kinds of information do I 
want to get or what kinds of decisions do I want to make?  
What kind of evidence do I need for those decisions?  
What kinds of tasks do I need to get that evidence?  What 
kind of assessment can I have to put these tests together?  
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You end up with a very different instrument if you simply 
want to determine the ranks of students on their verbal 
reasoning.  It’s a very different set of goals and you end 
up with a very different assessment.  There is an analogy 
with cars that can go in water.  They can work both on 
land and in water, but they don’t  work very well in either 
setting!   
 
 
Q4: I would like to comment on efficiency.  I think ever 
since the Coleman report there has been a long history of 
using summative tests as some kind of guidelines for the 
more efficient use of resources on education, and 
researches have constantly been carried out on this issue.  
For example, I remember that there is some evidence that 
shows that the investment on the number of teachers is less 
efficient than that on the quality of teachers.  I think it’s a 
problem of how to use summative tests as a basis for 
policies. 
 
A4: One of the problems in using summative assessments 
as a basis for making preliminary judgments about system 
efficiency is that summative assessments reflect the entire 
course of the students’ education careers up to that point; 
therefore, it’s not a very good basis for determining, for 
example, the efficiency level within say the last two or 
three years.  This is one of the reasons why the schools 
where it has been applied are trying to understand how 
much the students have grown and what has been their 
growth over the last three years. They use comparisons 
based on growth to make judgments about efficiency or 
effectiveness in a more focused – and fairer -- way. 
 
The Coleman study is kind of interesting.  The original 
Coleman report was published in 1966.  His argument was 
that family background was more predictive of students’ 
attainment than schools.  But I think part of the problem 
was that, again, he was looking particularly at those 
students who didn’t have really good test scores, and there 
was more variation in the student background than in the 
school.  So a number of studies have suggested that there 
was some sort of fundamental flaw in Coleman’s analysis.  
I don’t know whether this is part of the curriculum here, but 

when we try to understand the efficiency or return on 
investment with respect to educational programs, there is a 
very poor record of being able to do that very well.  There 
is a new book, the second edition of Levin and McEwan, 
that does a very nice analysis.  Henry Levin is a Professor 
of Economics and Education at Teachers College.  They 
do a very nice analysis of this whole issue of trying to get 
estimates of return on investment in the educational sector 
at both the school and program levels.  Basically, he says 
that there is not a single good example of that.  So it’s 
really an open question and a very important one because 
policy makers and the public are always asking this 
question.  I think it is the best that we can do with these 
kinds of very gross comparisons, but unless we follow up 
with more in-depth humanistic investigations, we are as 
likely to be misled by those quantitative indicators as we 
are to be properly informed. 
 
 
Q5: How do you think about the idea of “educational 
production function.”  I can say that it sometimes lacks 
attention to technology and just focuses on the physical 
aspects. 
Let me mention one example.  The public class size in 
Japan is much bigger than that in the U.S.; nonetheless, the 
achievement level is just the opposite.  So there may be 
some differences in the technology or financial conditions. 
 
A5: There was a famous social experiment in the United 
States in the State of Tennessee: The Tennessee class size 
experiments in the mid- to late-80s, where they randomly 
allocated students and teachers into different treatment 
arms.  In one treatment arm, the class size had to be less 
than about 18 or 19; in another, it would be about 23 to 25 
(somewhat similar to regular classes); and in another, it was 
regular classes with a class aide to help the teacher.  They 
wanted to compare the performances of the students in 
these different settings.  In fact, they found that the 
students in the smallest classes, with 15 or 17 students, did 
learn more; but they also found that the impact was the 
greatest for poor minority children.  So the children who 
came from very poor and impoverished backgrounds 
without very much preparation for school were able to 
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receive more individualized attention in the smaller classes, 
which really made a difference.  But for most other 
students it wasn’t very important.  So I think the argument 
is that we’re talking about empirical evidence.  We’re 
saying that if we’re going to make an investment in class 
size, which will be enormous, then it should be much more 
targeted than simply making statements as in California: 
“Let’s put everybody in small classes” and raising the 
possibility of unintended consequences. 
 
There is a book by Richard Rothstein called “Class and 
Schools.”  Part of Richard Rothstein’s argument is that in 
the United States, testing alone is not going to improve 
education, and high-stakes testing alone isn’t going to make 
American education the first in the world.  This is pretty 
obvious to us over here.  In fact, he argues that not only 
the achievement gap between the United States and other 
countries but also that within the United States is a function 
of inequities with respect to nutrition, housing, health, etc., 
and these inequities are simply reflected later on in 
educational differences.  He is an economist by training.   
 
He considers the cost of reducing class size in elementary 
grades for the whole country.  He comes up with a very 
large number, in the range of billions of dollars. He then 
arrives at a number of the same order of magnitude by 
estimating the cost of providing every child in America has 
a decent breakfast, a decent supper, enough healthcare, 
glasses or hearing aids if needed, etc. and that their parents 
have enough money and a permanent home so that their 
children are not in foster care.  He actually argues that it 
would be more cost effective to focus energy and resources 
on the context in which the children and their parents live 
than to invest them indirectly in the education system, like 
in reducing class size.  I don’t believe that everybody 
would accept Rothstein’s argument.  I’m just saying that 
this is the beginning of a long argument that if you really 
want to improve things, this is how it should be done.  
This is not just a matter of means but also of strategy, and 
that’s why I say that discussions on strategy are really so 
contextual because you have different issues of equity in 
terms of access to health and food in Japan than we have in 
our country.  I don’t think you have the same gaps as we 

do.   
 
In fact, one of my colleagues at ETS, Paul Holland, was on 
a national panel that was trying to estimate food insecurity.  
That is, they try to identify different categories of families 
and children at different levels of food insecurity.  I have 
no food insecurity problems.  In the last year, I’ve always 
been able to find enough food to eat; in fact, I had too 
much food to eat!  But their study took into consideration 
the proportion of families that in the last six or twelve 
months had at least one month of continued problems in 
terms of getting enough food.  The number of school-age 
children in families with high levels of food insecurity is 
enormous, and we should ask whether children who come 
to school hungry can really learn well.  We have all sorts 
of school lunch programs. But school breakfast programs 
are provided only at local levels, if at all. 
 
A study was carried out in Chicago. It was found that of the 
5,000 children in elementary grades who were performing 
well below the grade level, some 40% or 50% had health 
problems -- they needed eyeglasses or hearing aids.  They 
also needed other things.  They were suffering from 
asthma and other such diseases, which were really 
interfering with their learning.  This may not be an issue 
in Japan, but it’s a very big issue for us, particularly 
because the federal government doesn’t recognize or 
chooses not to recognize the fact that we have these 
enormous inequities in the resources available to students, 
quite apart from the educational issues.  So it’s an ongoing 
discussion.  For these reasons I find many discussions on 
education production functions quite sterile and not 
particularly helpful. 
 
 
Q6: You mentioned about the diagnostic tests, and I totally 
agree with their importance.  But they can be very costly 
and I am not sure about the level of effectiveness of the 
present tests.  How many batches of such tests are going 
around in the U.S. and who is producing them?  Who are 
using these tests in reality and how do they choose them? 
 
A6: I haven’t done a survey in the market.  I discussed 
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ALEKS because it has been around for quite a while and is 
getting good publicity.  I do know of some “local 
initiatives.”  For example, Uri Triesman at the Dana 
Center of the University of Texas in Austin has been 
working in the area of formative assessment.  I think some 
work is being done at the University of California, 
Berkeley, and UCLA, CRESST.  So there are different 
types of local initiatives.  There are also these formal 
programs like Success for All and Reading First type of 
initiatives, which have very rigid structures but also would 
in some sense fit under the umbrella of formative 
assessment.   
 
We tend to think of the test as providing good formative 
assessment.  But unless there is a teacher who can utilize 
the information, you won’t really get much leverage. 
Unfortunately, teacher training requires a much bigger 
budget  than testing.  This is because once the system is 
in place, for example, the ALEKS system, the cost per 
student is quite small This is not the case with training 
teachers to take advantage of ALEKS.  I think one of the 
failures of our system is the inability to recognize that 
having teachers grade these kinds of assessments, taking 
more time to work with other teachers, and to score student 
material contributes enormous value to professional 
development..   
 
In the advanced placement program in the United States, in 
which high school students can take college courses, the 
tests that are given at the end of the year are accountability 
tests. Most of the assessments have both multiple-choice 
questions and constructed responses.  Students have to 
write essays or solve long problems.  Then many teachers 
are brought together from different parts of the country to 
do the grading, and they have a chance to discuss the 
student work with other teachers. Teachers are not so well 
treated, they have to live in dormitories and they hardly get 
paid.  But they love it because they find it to be a very 
useful and stimulating experience.  This is the reason why 
we had them take this model and used it more generally.  
In fact, Dylan William is doing that right now in the United 
States.  He is trying to help schools recognize that a 
formative assessment program tied to the professional 

development of teaching is the way to really build capacity 
in our schools. 

(end) 
 


